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WHITE PAPER

Successful Implementation Strategies for
Service-Level Management

Executive Summary

The Service-Level Management Imperative

The Role of Service-Level Management

In most companies there is a disconnect between the IT function and the business unit managers. This disconnect has a negative impact on

the business units as well as the IT function. In particular, this disconnect:

• Limits the success of the business unit managers

• Causes the IT function to be viewed primarily as a cost to be minimized rather than being a strategic component of the business

For example, a well-known instance of this type of disconnect occurred during the 1999 holiday season. Toys “R” Us was very successful at

that time in establishing a Web presence at which consumers could place an order for toys. What Toys “R” Us failed to do was to physically

and logically connect that Web presence to its existing systems, such as customer service, shipping, and inventory management. Because of

this disconnect, in many cases the customer could order a toy, but Toys “R” Us could not ship it.

As a result of this disconnect, Toys “R” Us angered a large percentage of their clients. The Wall Street Journal also used them as a front

page example of how not to do e-business. The result of this notoriety included a major reduction in the market capitalization of Toys “R” Us.

During the next few years, driven in large part by the movement to e-business solutions, business success will increasingly be linked to the

ability of the IT organization to meet, or even anticipate, the needs of business unit managers. The purpose of this document is to describe a

flexible approach to the successful deployment of service-level management (SLM). The document explains how implementing SLM is a

necessary step to bridge the disconnect between the business unit managers and the IT function.

Linking SLM with Business Management

A top-down approach to SLM has four key steps. Those steps are:

• Develop a business plan for the company or for a specific business unit

• Use the business plan to drive the development of the IT strategy and direction

• Create an IT operational plan using the IT strategy and direction as a major input

• Create an SLM plan based in large part on the IT operational plan

To put this in context, research recently conducted by Ashton, Metzler & Associates in conjunction with Sage Research showed that the

e-business applications that will be the most commonly deployed by the end of 2001 include:
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• Online customer service

• Online seminars or training

• Web site “click and talk”

To develop linkages with the business unit managers who are deploying these applications, the IT organization should consider services that

support the deployment of these applications. Examples of such services would include remote-access services and conferencing services.

SLM Defined

SLM is a process. The major steps in the process are:

• Translating business strategies into IT services

• Identifying a few key performance metrics for each service

• Identifying one or more cost metrics for each service

• Implementing a SLM function to both create and evolve the networking services over time

• Deploying a service delivery function designed for day-to-day operations

However, IT professionals have a lot of latitude in implementing SLM. For example, a networking organization may choose to only actively

manage one or two services. In addition, some network organizations will develop SLM processes and procedures that are quite extensive,

while other network organizations will develop much simpler processes and procedures. The authors want to emphasize that none of these

approaches are inherently right or wrong. The important point for the reader to realize is that they can be successful with any of the approaches.

Within a company, SLM can occur at two levels—customer-facing and vendor-facing. IT organizations are typically very familiar with

SLM that is vendor facing. Fewer organizations are as familiar with providing defined service offerings to their customers.

A Multilayered Business Model of SLM

Driven by business requirements, implementing SLM can be a multilayered task. The determination of what layers make sense for a given

IT organization comes after answering the question of what organizational unit is providing which services to what customer group.

In some cases, there can be three layers of services. They are:

• Broad-based services provided by the IT organization to the employees of the company, as well as its suppliers, distributors, and customers.

(While sometimes these services are supplied directly by the network organization, in many instances they are not.)

• Services supplied by the network organization that are bundled into one of the broad-based services provided by the IT organization

• Services provided by sub-groups within the networking organization

For clarity, this document will focus on services provided by the network organization or sub-groups within the network organization.

The Components of a SLM Solution

For network organizations to be successful with SLM, they must deploy not a SLM tool, but rather a service management solution. A SLM

solution includes of the following components:

1. SLM function: A key aspect of this function is to define and refine new services in conjunction with the clients of the network organization.

2. Service delivery function: Service delivery is focused on a combination of tactical functions, proactive monitoring, and providing

feedback to the SLM function.

3. Client management: This involves identifying the customers for a given service, working with the customers to define services that are

both affordable and appropriate, and working with the customers to identify both issues and opportunities.

4. Vendor management: This is a combination of negotiating for new, higher levels of service, as well as ensuring that you receive the

promised levels of service.

5. Network design: In this context, the primary purpose of network design is to provide a business service that is more robust than some or

all of the underlying networking elements.

6. Processes and procedures: SLM processes and procedures describe the functions to be performed, who is to perform the functions, what the

triggers are that cause them to be performed, the inputs required to perform them, and the outputs that result.

7. Benchmarking: By the term benchmarking, the authors are suggesting that a network organization would compare its SLM to that of other

similar organizations.
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8. Network management tools: The good news about network management tools is that there are a lot of them. The bad news is that most of

these tools function in isolation, leaving the user with a debacle of disparate databases and no obvious way to share information between

these tools.

SLM Architecture, Technology, and Solutions

SLM Architecture

Defining, monitoring, and controlling service levels across an enterprise network is a very complex and challenging task.

In complex network scenarios such as the one depicted in Figure 1, it must be decided what to monitor, how measurements should be

taken, and how to collect, integrate, and process the resulting metrics to develop a full view of the end-to-end service.

One solution is to adopt the SLM architecture of one of the many independent service-management application vendors (ISVs).

Unfortunately, none of these solutions provides the breadth for a true end-to-end service view. An alternative to this approach is a layered

architecture for SLM where cooperating application vendors can focus their efforts on various service components residing at different layers

of the Open System Interconnection (OSI) model. The information from the various layers can be integrated by another overarching

application that produces a coherent end-to-end service view.

One advantage of an architecture that is layered from a technical perspective is that it corresponds to the multilayered business model of

SLM. In the authors’ experience, network management is notably more likely to be seen as adding value when it closely mirrors the business

processes versus those instances when network management is somewhat or entirely disjointed from the business processes. The layered

architecture also has the advantage of providing the IT manager with the flexibility to select best-in-class management applications for each

particular service component utilized in the enterprise infrastructure.

Figure 1 Components of End-to-End SLM

SLM Technologies

The primary SLM technologies are:

• XML and XML Software Development Kits

The eXtensible Markup Language (XML) is a new markup language that makes machine-readable information both platform-independent

and self-describing. XML is expected to streamline access to Web-based information and to greatly simplify the integration of a wide variety

of enterprise applications such as Customer Relationship Management (CRM), enterprise resource planning (ERP), Voice over IP (VoIP).

• Intelligent Service-Level Agents

The full power of the layered SLM architecture is realized when the network management agents at each layer of the network have the

intelligence to perform local processing of service-level information. Local intelligence allows the agent to be programmed remotely to

accurately monitor and measure the key metrics required for each service-level agreement (SLA) that is in force.
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• Layer 1 and Layer 2 Probes

The service levels of wide-area network (WAN) services such as Frame Relay, virtual private networks (VPNs), and asynchronous transfer

mode (ATM) can be monitored with probes that combine the functionality of a protocol analyzer and transmission monitor. Because the

probes can generate more data than can be stored locally, an archive server is often used to collect and store the data from a number of probes.

• SLM Archive Servers

Intelligent Layer 3/Layer 4 agents in the routed infrastructure and Layer 1/Layer 2 probes at the WAN edge are capable of generating large

volumes of data, which can easily exceed the memory capacity of the individual devices. A solution for this problem is to use a SLM archive

server or appliance that collects data from a number of routers or probes and stores the aggregated information on magnetic disk.

Cisco SLM Architecture and Implementation

Cisco SLM architecture is a layered management architecture that provides the basis for a total end-to-end solution for service-level

management. The primary aspects of the Cisco SLM solution include:

• A standard XML-based SLM markup language interface specification and Software Development Kit (SDK) to facilitate multivendor

interchange of SLM metrics and information.

• Intelligent service assurance (SA) agents embedded in Cisco IOS® V.12.0 provide the intelligent service agent instrumentation for all Cisco

IOS Layer 3 and Layer 4 network devices.

• The Cisco Service Level Manager is a Web-based application that manipulates the SA agent in Cisco IOS to obtain metric data. The SLM

data interfaces are based on XML, which allows partner applications to use SLM to configure the SA agents and to collect L3/L4 metric

data which would otherwise be unavailable to them.

• The Cisco Management Engine 1100 (ME 1100) series is a network management archive-server appliance that collects and aggregates data

from network devices on behalf of a variety of network management applications.

CiscoWorks2000 SLM Solution

The Cisco service management solution is based on the CiscoWorks2000 product family and includes the following components:

• CiscoWorks2000 management server

• Cisco SLM XML SDK (for use by ecosystem partners)

• CiscoWorks2000 Resource Manager Essentials V.3.0

• CiscoView V.5.0 (Web browser version of CiscoView)

• Cisco SLM application

• Cisco IOS SA agents; requires Cisco IOS V.12.0(5)T or later installed on routers and Layer 3 switches in the infrastructure

• Cisco Management Engine 1100 series

Cisco SLM Ecosystem

The Cisco SLM ecosystem (see sidebars) consists of a group of vendors that have agreed to work with Cisco by supporting the XML interfaces

of the Cisco SLM SDK in their own SLM applications. Ecosystem membership includes vendors who embrace the concept of a layered SLM

architecture and whose SLM applications are complementary to the capabilities of Cisco SLM and SA agents.

Pulling it Together

Many companies have already deployed VoIP services. However, to date this has often been done with few, if any, tools to assist with the

implementation and ongoing operation. While this is still possible, a more appropriate approach to deploying VoIP technologies is to start

with a section of the network (pilot network). The local intelligence in the Cisco product suite allows for intelligent service-level agents that

can determine the existing level of service on the pilot network. Table 1 contains a set of metrics that the authors believe needs to be monitored

to ensure high-quality VoIP service.

Table 1

Availability

Round-Trip Response Time
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Measuring the existing level of service is an important first step. The next step is to use the intelligent agents to generate synthetic flows. By

generating these synthetic flows in advance of deploying Voice over IP, the network manager can get a good estimate on the quality of the

network and minimize the probability of having VoIP service-quality issues at cutover.

The local intelligence in the Cisco product suite also allows for intelligent service-level agents that can be programmed remotely to

accurately monitor and measure on an ongoing basis. While it is certainly possible to monitor and measure metrics by deploying probes, the

intelligent service-agent approach is notably more cost-effective.

The pilot network needs to be in place long enough for the network organization to become comfortable with its ability to troubleshoot

any problems that would affect the quality of the VoIP service. Once this comfort level has been reached, the network organization can now

roll out the VoIP service to other parts of the organization in somewhat of a cookie-cutter fashion.

Summary and Recommendations

SLM is a necessary step to eliminate the disconnect between the business unit managers and the IT organization in general, as well as the

networking organization in particular. In addition, after years of being over-hyped, SLM is arriving into one of those unique situations

where the technology to support it is rapidly becoming real at the same time that businesses’ need to implement it is escalating.

While there is no right or wrong way to implement SLM, the authors strongly recommend an approach that is built on a tiered

architecture. This approach better corresponds to the multilayered business model of SLM. It also provides the IT manager with the flexibility

to select best-in-class management applications for each particular service component utilized in the enterprise infrastructure.

In terms of the actual implementation of SLM, the authors recommend that the reader choose a single service with which to get started. The

following implementation process, which applies to a new service, can be easily modified to apply to an existing service.

1. Choose a section of the network on which to deploy the new service (pilot network)

2. Identify some number of key performance goals for the service (for example, jitter)

3. Obtain a baseline for the existing network relative to those performance goals

4. Generate synthetic flows to simulate carrying new traffic over the network

5. If the network cannot carry the synthetic flows and still meet those performance goals, the network will need to be redesigned

6. Once the network can successfully support those synthetic flows, the real traffic can transit the network

7. Monitor the network to ensure that it can carry the real traffic

8. After a sufficient time, change the status from pilot network to production network and identify other portions of the network to copy the

new service

The Service-Level Management Imperative

Introduction and Purpose

Roughly 15 years ago, the Harvard Business School created the concept that IT in general, and networking in particular, was strategic to business

operations. Today there is near unanimity on that concept. The only problem is that the term strategic is used in two very different contexts.

Recently, Ashton, Metzler & Associates surveyed hundreds of networking professionals relative to how the networking function was regarded by

the business unit managers. The results of that survey confirmed our experiences consulting to networking organizations. In particular, when the

majority of IT professionals use the term strategic, what they mean is that IT is very important. They do not mean that IT is necessarily

well-connected to the business unit managers. They also seldom mean that the IT organization can use just the strategic importance of the IT

function to the business to justify investing in the IT function.

This disconnect between the networking function and the business unit managers has had a negative impact on both the business units

and the networking organization. In particular, this disconnect:

• Limits the success of the business unit managers

• Causes the networking organization to be viewed primarily as a cost to be minimized rather than a strategic component of the business

Jitter

Packet Loss
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The historic impact of this disconnect between the networking organization and the business unit managers is about to escalate significantly.

On an ever-increasing basis, business success is directly related to the involvement and success of the IT organization. Nowhere is this more

evident than in the movement to e-business. In particular, the majority of businesses already have or soon will be implementing major

e-business initiatives; be that business-to-business initiatives or business-to-consumer initiatives. In particular, industry analysts have

estimated that just business-to-business exchanges and electronic commerce applications will generate revenues of more than $1.2 trillion by

2003.

However, while the majority of organizations either already are, or soon will be, deploying major e-business initiatives, in the vast

preponderance of cases the network organization has little if any involvement. The continuation of this disconnect between the business units

and the network department is likely to cause very serious problems for both organizations. For example, a well-known instance of the impact

of this type of disconnect occurred during the 1999 holiday season. Toys “R” Us was very successful at that time in establishing a Web

presence at which consumers could place an order for toys. What Toys “R” Us failed to do was to physically and logically connect that Web

presence to such existing systems as customer service, shipping, and inventory management. Because of this disconnect, in many cases the

customer could order a toy, but Toys “R” Us could not ship it.

As a result of this disconnect, Toys “R” Us to angered a large percentage of their clients. The Wall Street Journal also used them as a

front page example of how not to do e-business. The result of this notoriety included a major reduction in the market capitalization of Toys

“R” Us.

The purpose of this document is to describe a flexible approach to the successful deployment of SLM. For reasons that will be explained

in this document, the authors believe that implementing SLM is a necessary step to bridge the disconnect between the business unit managers

and the networking organization, whether the business unit managers are moving toward e-business or not.

The authors also believe that after years of being over-hyped, SLM is arriving into one of those unique situations in which the two key

criteria for marketplace success for new networking functionality are converging. The first of those criteria is that the underlying technology

to support the new networking functionality must have a number of attributes. These attributes include:

• Sufficient maturity

• Well-understood reference models or architectures

• Relative ease of use

• Standards-based

• Broad industry support

As we will describe in Chapter 4 of this document, the above attributes apply to the underlying technologies that support at least some

approaches to SLM.

The second of these criteria is that there must be a strong user requirement for the networking functionality. The authors believe that the

user requirement for SLM is there today and will grow rapidly. We say that because, as noted above, we believe that implementing SLM is a

necessary step to bridge the disconnect between the business unit managers and the networking organization. This follows because a critical

component of SLM is to crisply define the services that the networking organization provides to its customers. If the networking organization

cannot successfully define the services that it offers to its customers, then the impact of the disconnect will continue, and possibly intensify.

As mentioned previously, the purpose of this document is to describe a flexible approach to the successful deployment of SLM. In

particular, the authors realize that it is not possible to attempt to describe a singular approach to deploying SLM that is appropriate in all

organizations. As such, this document is intended to be descriptive of what could be done, and not prescriptive of what must be done. It is our

intention that the readers will take the description and customize it for their unique environment.

Linking SLM with Business Management

The purpose of this section is to show how network professionals can deploy SLM in a way that establishes close linkages to the business unit

managers. When the authors refer to the services that the networking organization offers to its customers, we seldom are referring to traditional

transmission services such as Fast Ethernet, ATM, or Frame Relay. We say that because those are services that make sense to the networking

organization, but not to business unit managers. To successfully deploy SLM, networking professionals must define services in terms that

make sense to the business unit managers.

To define services that make sense to the business unit managers, the authors recommend a top-down approach to SLM. This approach

has four key steps, which are:
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• Develop a business plan for the company or for a specific business unit

• Use the business plan to drive the development of the IT strategy and direction

• Create an IT operational plan using the IT strategy and direction as a major input

• Create a SLM plan based in large part on the IT operational plan

To put this in a business and networking context, we will reference a recent survey that asked roughly 300 IT organizations of various sizes

and industries to indicate the e-business-related applications they were currently deploying. They were also asked to indicate the

e-business-related applications they would be deploying by the end of 2001. As shown in Figure 2, these existing and planned applications

span a variety of areas.

Figure 2 Deployment of e-business-Related Applications

Source: Ashton, Metzler & Associates and Sage Research

Based on this extensive survey, the e-business applications that will be the most commonly deployed by the end of 2001 include:

• Online customer service

• Online seminars or training

• Web site “click and talk”

• Online customer self service

• Online business-to-business sales

To develop generic linkages with the business unit managers as well as to support the specific applications listed above, the networking

organization should consider deploying the following services:

• Remote-Access Services:These services can be used to link both customers and other businesses. As we will discuss later in this document,

the service descriptions will indicate salient aspects of these services, such as throughput, security, and cost.

• Conferencing Services:Based on the organization, this set of services could include a broad variety of audio conferencing services as well

as room video-conferencing services. It could even include desktop video-conferencing services.

• Converged Applications Services:To the user, this service allows simultaneous access to various forms of information, such as voice, data,

and video. Whether the networking organization implements this as a converged infrastructure or not is a design decision. However, whether

it is a converged network infrastructure or not, it must perform as one.

0 20

Current

Additional Planned

40 60 80 100

Internet-Based Marketing

Online Customer Service

Online Customer Self-Service

Benefits Administration

Inventory Management

Online Seminars or Training

Online Consumer Sales

Supply Chain Management

Web Site Personalization Engine

Online Business-to-Business Sales

Online Bidding and Procurement

Web Site “Click and Talk”

Other

Percent of Organizations



Public
Copyright  © 2000 Cisco Systems, Inc. All Rights Reserved.

Page 8 of 24

SLM Defined

SLM includes:

• Translating business and IT strategies into networking services

• Identifying a few key performance metrics for each service, such as availability, delay, and time to install

• Identifying one or more cost metrics for each service, such as cost per minute and cost per megabyte

• Implementing a SLM function to both create and evolve the networking services over time

• Deploy a service-delivery function designed for day-to-day operations

However, network professionals have a lot of latitude in terms of implementing SLM. For example, a networking organization may choose to

get started by identifying one or two key services. While that network organization may choose to add more services over time, some services

may never justify the overhead associated with SLM. In addition, some network organizations will develop SLM processes and procedures

that are quite extensive, while other network organizations will develop much simpler processes and procedures. The various approaches to

SLM are summarized in Figure 3.

Figure 3 Approaches to SLM

The authors want to emphasize that none of the quadrants depicted in Figure 3 are inherently right or wrong. The choice of which quadrant

to be in depends largely on a variety of organizational factors, such as how critical networking is to the running of the business, and how formal

a management culture exists within the business. The important point for readers is to realize that they can be successful operating in any of

the four quadrants.

As shown in Figure 4, within a company, SLM occurs at two levels: customer-facing and vendor-facing. Network organizations are

typically very familiar with the lower tier of SLM, for example, the services and service-level agreements (SLAs) that they receive from their

network service providers (NSPs) and hardware (HW) vendors. For example, a networking organization may have an SLA with a NSP that

specifies that the service provider’s Frame Relay service will have a 99.5% availability and an end-to-end delay of no more than 60 meters.
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Figure 4 Tiered Model of SLM

When talking about a business-based service, such as conferencing, the availability of the underlying Frame Relay service is an important

component in determining the availability of the conferencing service. However, the availability of the conferencing service depends upon

other factors than just the availability of the Frame Relay service. For example:

• The Frame Relay service is available, but there is a functional problem with the video-conferencing equipment

• The Frame Relay service is available, but the user is not capable of operating the video-conferencing equipment

• The Frame Relay service may be unavailable, but there is a backup transmission service, such as Integrated Services Digital Network

(ISDN), and so there is no noticeable impact on the availability of the conferencing service

The challenge for the network function is to map between the service levels that it receives from its vendors to the service levels that it offers

to its customers. This mapping is typically a combination of network design and vendor negotiation. For example, the business unit managers

may need a conferencing service that has 99.9% availability. However, the WAN over which the conferencing service runs only has an

availability of 99.5%. To resolve this issue, the network organization could either negotiate a higher level of availability from its WAN supplier

or design redundancy into the WAN.

Figure 5 depicts the results of additional market research recently completed by Ashton, Metzler & Associates. This research indicates

that just slightly under half of network organizations currently offer SLAs to their customers. However, Figure 5 potentially understates the

role of SLM for two reasons. The first is that there is a lot of market research indicating that as much as 70 percent of the Fortune 1000 network

organizations will be offering SLAs to business unit managers by the end of 2001. The second reason that Figure 5 may be misleading about

the role of SLM is that few, if any, network organizations work in an environment where there is no expectation on the level of service that

they will offer to the business unit managers. The real question is not whether or not a network organization offers SLAs, but whether the

SLAs they offer are implicit or explicit and which way is more likely to lead to success for both the company and the network organization.

Figure 5 Offering SLAs to the Business Unit Managers
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A Multilayered Model of SLM

Driven by business requirements, implementing SLM can be a multilayered task. The determination of what layers make sense for a

given IT organization comes after answering the question of what organizational unit is providing what services to what customer group.

For example, as depicted in Table 2, Layer I services are those that are consumed by the rank-and-file employees of the companies as

well as the company’s suppliers, distributors, and customers. For example, a company may have a number of traveling employees. To support

their needs, the IT organization might deploy remote-access services. With the possible exception of installing client software on each road

warrior’s laptop, this service is supplied entirely by the network organization. However, it is more common that the services of the network

organization are packaged as part of a broad-based IT service. For example, the IT organization may deploy an ERP application to allow the

company’s business unit managers and functional managers to do a better job at supply chain management. While the services of the network

organization are bundled as part of this application, the service that the customer sees is the ERP application.

As mentioned, when an IT organization deploys a complex service such as an ERP application, this typically involves bundling services

from multiple components of the IT organization, such as the networking organization. These services from various components of the IT

organization are what Table 2 refers to as Layer II services. Staying with the ERP example, one service that the networking organization would

supply in support of this service is a file transfer service that extends both internally, as well as externally to certain suppliers, distributors,

and customers.

However, particularly in medium and large-sized IT organizations, the networking organization is itself comprises various sub-groups.

The services from these sub-groups of the networking organization are what Table 2 refers to as Layer III services. For example, as part of

the file transfer service, one sub-group of the networking organization (the transmission group) would supply a transmission service to another

sub-group (the router group). The router group would bundle routing services with the transmission service, and possibly other services such

as security, to create a file transfer service.

Given the breadth of what SLM could be, any discussion of SLM needs to identify what aspects are being analyzed. Given that, this

document will focus on SLM relative just to the networking organization.

Table 2 A Multilayered Approach to SLM

Organization Providing the
Service Customer for the Service Representative Service

 Layer I The IT organization All traveling employees Remote access for road warriors

The business unit managers, the
functional managers

An ERP-based service for supply chain
automation

 Layer II The networking organization within the
IT organization

Applications developers A file transfer service

 Layer III The transmission group within the
networking organization

The router group within the networking
organizations

A transmission service



Public
Copyright  © 2000 Cisco Systems, Inc. All Rights Reserved.

Page 11 of 24

The Components of a Service-Level Management Solution

The sad reality is that most network organizations are not notably successful with proactive network management. In many cases, that follows

because the organization approaches proactive network management from too narrow of a vantage point. They look at it just from the perspective

of what tool they should buy. While choosing the appropriate tool is indeed important, it is only part of a network management solution. For

network organizations to be successful with proactive network management in general, and with SLM in particular, they must deploy not just a

SLM tool, but rather a SLM solution. The purpose of this section is to outline the components of a SLM solution. As previously noted, the

expectation is that readers will customize this approach for their unique situation.

A SLM solution includes the following components:

1. SLM Function

A key aspect of this function is to define and refine new services in conjunction with the clients of the network organizations. This typically

involves:

• Service screening and planning

• Service design and planning

• Service introduction

• Ongoing service monitoring

• Service retirement

2. Service Delivery Function

Service delivery is focused on:

• Any tactical function, such as installation, moves, adds, and changes

• Proactive monitoring of the network to anticipate and resolve problems prior to their having an impact

• Providing input back to the SLM component

3. Client Management

This component of the SLM solution is multifaceted. It involves:

• Identifying the customers for a given service. Those customers may well vary by service. The customer for a file transfer service could be

the applications developers. The customer for a remote access service could be everybody inside of the company, as well as key business

partners.

• Working with the customers, as part of service screening, to define services that are both affordable and appropriate.

• Working with the customers on a regular basis to identify both issues with the existing services as well as opportunities to either introduce

or retire services and service functionality.

4. Vendor Management

As depicted in Figure 4, SLM occurs at two levels. Given that a goal of deploying SLM is to enable networking professionals to offer

appropriate, affordable business-focused services to the business unit managers, then it follows that network managers must receive

appropriate, affordable, network-focused services from their providers. However, today’s reality is that few organizations, if any, can cause

service providers to change the characteristics of their services. For example, if a service provider is offering a Frame Relay service with a

99.5 percent availability, it is extremely unlikely that the service provider will increase that reliability to say 99.9 percent to meet the needs

of a given organization. Vendor management is less about negotiating for new, higher levels of service, than it is about understanding what is

possible today and ensuring that you actually get what is promised.

5. Network Design

In this context, the primary purpose of network design is to provide a business service that is more robust than some or all of the underlying

networking elements. Using the previous example, assume that a network professional were to run a conferencing service over a Frame Relay

link and that the Frame Relay link was available 99.5 percent of the time. Instead of running the conferencing service over only one Frame

Relay link, the conferencing service could be set up to run over one of two totally distinct Frame Relay links. In this case, the availability of

the underlying transmission service increases from 99.5 percent to over 99.99 percent.
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6. Processes and Procedures

A dictionary definition of a process is that it is a series of actions or functions designed to bring about a result. SLM processes and procedures

describe the functions to be performed, who is to perform the functions, what the triggers are that cause them to be performed, the inputs

required to perform them, and the outputs that result.

7. Benchmarking

By the term benchmarking, the authors are suggesting that a network organization would compare its SLM to that of other similar

organizations. The idea is that on a service-by-service basis, the organization would compare how well it is offering a given service to how

well others are offering it. In some cases, benchmarking enables a network organization to be able to prove to senior management that it is

doing a good job. In other cases, benchmarking can point out to a network organization where it needs improvement.

8. Network Management Tools

Network management tools are a good news/bad news situation. The good news about network management tools is that there has been a

tremendous increase during the last couple of years in terms of the number of network management tools introduced into the marketplace.

The bad news is that most of these tools function in isolation, leaving the user with a debacle of disparate databases and no obvious way to

save information between these tools. The next chapter of this document will discuss an approach that eliminates the current fractured nature

of network management tools.

SLM at Cisco Systems

Cisco Systems is the worldwide leader in networking for the Internet. Cisco networking solutions connect people, computing devices, and

computer networks, and allow people to access or transfer information without regard to differences in time, place, or type of computer

system.

According to Alan Conley, a member of the technical staff of the Cisco Strategic Network Services organization, the Cisco approach

to SLM is becoming more sophisticated. For example, the Cisco approach to SLM in the past focused on the network, Conley says.

However, the Cisco approach has shifted to an applications focus, and very few Cisco applications are not actively managed. The Cisco

operations group monitors the applications by using synthetic transactions. By using this approach, they can measure the availability and

response time of the applications, and identify problems in the IT infrastructure that are causing the application to violate compliance with

the SLA.

In addition, as of May 2000, Cisco use of SLM is moving from a largely manual process to what Conley refers to as electronic SLAs.

The phrase “electronic SLAs” certainly means that the SLA is stored electronically. However, even more important, it means that the SLAs

are electronically tied into the relevant systems, such as the ones that generate and measure the synthetic transactions, as well as the ones

that are used for change management. So, for example, if a synthetic transaction determines that a system is not available, it automatically

checks to see if the system is undergoing scheduled maintenance. If the system is undergoing scheduled maintenance, the fact that it is

currently not available does not count against the availability SLA.

Conley says Cisco has received significant benefit from its investment in SLM. In particular, the use of SLM has helped the Cisco

operations group focus on key metrics. Because of this enhanced focus, Conley says the quality of the IT infrastructure is higher. The use

of SLM has also helped the Cisco IT group build better relationships with the business managers within Cisco, as well as with the external

parties who use some of the applications to do business with Cisco.
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Service-Level Management Architecture, Technology, and Solutions

SLM Architecture

The purpose of this chapter is to compare alternative ways to deploy SLM. As most network professionals realize, defining, monitoring, and

controlling service levels across an enterprise network is a very complex and challenging task, especially where the end-to-end path involves

a variety of intervening service components, such as those shown between the client and server “R” in Figure 6. The problem is compounded

in networks that are highly heterogeneous in terms of infrastructure vendors, local-area network (LAN) technologies, and WAN services

(Frame Relay, ATM, VPNs, and private leased lines).

Figure 6 Components of End-to-End SLM

In complex scenarios such as the one depicted in Figure 6, it must be decided what to monitor, how measurements should be taken, and how

to collect, integrate, and process the resulting metrics to develop a full view of the end-to-end service. The integration task can be formidable,

yet managers who settle for only a partial service view are exposing themselves to considerable difficulties in defining deliverable services,

troubleshooting service shortcomings, and reporting service performance to consumers.

One potential solution available to the IT manager is to adopt the SLM architecture of one of the many independent service-management

application vendors or ISVs. These vendors have typically focused their efforts on client/server and/or Layer 1 and Layer 2 WAN service

components and have developed well-integrated solutions for data collection, integration, and reporting specific to these components. A

conceptual view of the monolithic architecture of these SLM application suites is shown in Figure 7.

Figure 7 Monolithic Architecture for SLM
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Unfortunately, none of these monolithic SLM solutions provides the breadth for a true end-to-end service view with full visibility into all the

relevant service components of a complex network. The major piece that has been missing from these suites is an adequate view at Layers 3

and 4 of the protocol stack. One reason for the lack of end-to-end integration is that mechanisms embedded in the infrastructure for capturing

and exchanging network management information such as Simple Network Management Protocol (SNMP)/Management Information Bases

(MIBs) have been primarily focused on device status and aggregated historical traffic information at Layers 1 and 2 of the OSI model. Even

if Layer 3 and Layer 4 data were more readily available, integration would be hindered by the lack of a simple, flexible linkage between the

monolithic suites and the metric collection mechanisms embedded within the network services level. Without linkages that are effective in

unifying the collection of metrics across the layers of protocol stack, the task of correlating client/server service quality levels with

network-level service metrics is severely hampered.

An alternative to proprietary, monolithic SLM is based on collaboration among vendors to define a common format for data interchange

among SLM applications. By leveraging Internet technologies, such as XML, vendors can share information regarding the definition of

services and SLAs, together with specifications for collecting relevant service-metric data. Enhanced data exchange opens the door to a

layered architecture for SLM where cooperating application vendors can focus their efforts on various service components residing at different

layers of the OSI model. The information from the various layers can be integrated by another overarching application that produces a coherent

end-to-end service view, as shown in Figure 8.

Figure 8 Layered Architecture for SLM
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SLM Technologies

XML and XML Software Development Kits

The eXtensible Markup Language makes machine-readable information both platform-independent and self-describing. The self-description

property allows computers to read the information and process it directly without the overhead of reformatting or retranslation. XML is

expected to streamline access to Web-based information and to greatly simplify the integration of a wide variety of such enterprise applications

as CRM, ERP, and VoIP.

Because of its simplicity and extensibility, XML can be readily customized by adding semantics for a wide variety of specialized

purposes. A customized version of XML is essentially a new XML dialect (*ML) with its own specialized vocabulary and structure. Generic

aspects of XML, plus special aspects of its extension, can be codified in a SDK which makes it easier for developers to adapt programs written

in standard programming languages to converse in XML dialects. For example, an XML dialect focused on service-level management would

be able to describe the characteristics of network services, including the associated groups of service metrics and data collection parameters.

This XML dialect and its SDK could therefore convey a common view of services and metrics and make it easy for service-level management

applications to share information. As new technologies are introduced into the network, the XML dialect can be readily extended with

additional semantics without waiting for the standards body processes to run their course.

Intelligent Service-Level Agents

The full power of the layered SLM architecture is realized where the network management agents at each layer of the network have the

intelligence to perform local processing of service-level information. Local intelligence allows the agent to be programmed remotely to

accurately monitor and measure the key metrics required for each SLA that is in force. In addition to performing measurements on actual

traffic flows, intelligent agents can generate synthetic flows that can determine the expected service level in advance of actual traffic.

At the client/server layer, intelligent agents can measure end-to-end response times between any two end systems on the network. Using

a combination of Internet Control Message Protocol (ICMP) echos and Cisco ecosystem partners’ applications, it is possible for the agents to

measure both the system contribution and the overall network contribution to response delay.

At Layers 3 and 4, intelligent agents in routers can provide highly granular measurements of network performance metrics at the protocol

level. Measurements can be made either network-to-network (router-to-router) or network-to-server (router-to-server). This allows detailed

demarcation of service metrics, such as the decomposition of end-to-end delay measured by client/server agents to determine the specific

cause of excessive delay. Intelligent router agents can be configured to monitor a variety of SLA metrics, including:

• Availability

• Round-trip response time

• Jitter

• Packet loss

Intelligent service agents can be configured via command line or Web interfaces and the resulting measurements stored in extended MIBs,

where they can be retrieved via SNMP. However, the maximum benefit from agent intelligence is achieved when the agent data is collected

by SLM applications that have XML interfaces. This allows data from multiple types of agents to be exchanged and integrated as required by

network managers.

Layer 1 and Layer 2 Probes

The service levels of WAN services such as Frame Relay, VPNs, and ATM can be monitored with probes that combine the functionality of a

protocol analyzer and transmission monitor. The probes are installed on the WAN service access interfaces, as shown in Figure 6, and can be

deployed as standalone monitoring devices or may be integrated into a data service unit/channel service unit (DSU/CSU). Because the probes

can generate more data than can be stored locally, an archive server is often used to collect and store the data from a number of probes.

From an SLA perspective, the most common application of probes has been for monitoring the performance of the WAN service to verify

that the service provider is meeting such service level obligations as committed information rate (CIR), delay, and availability that are defined

in the service contract. In addition, the probe can supply information on average and peak utilization of the service broken down by protocol

or application type. Utilization information can be used for capacity planning or to verify that excessive WAN capacity is not being consumed

by non-critical traffic.
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WAN traffic probes are an important aspect of an end-to-end SLM solution because they provide detailed information on key service

components that are transparent to SLA mechanisms at Layer 3 and above. SLA metrics from the WAN probes can be integrated with other

SLM data by providing an XML interface for the WAN probe configuration and data archive applications.

SLM Archive Servers

Intelligent Layer 3/Layer 4 agents in the routed infrastructure and Layer 1/Layer 2 probes at the WAN edge are capable of generating large

volumes of data, which can easily exceed the memory capacity of the individual devices. A solution for this problem is to use a SLM archive

server or appliance that collects data from a number of routers or probes and stores the aggregated information on magnetic disk. The archive

server allows data storage and processing of large volumes of traffic data to be decentralized. Archive servers offer a number of benefits:

• The volume of traffic data that may be stored for analysis is no longer restricted by the memory capacity of network devices.

• WAN overhead created by management and polling traffic is greatly reduced. Distributed archive servers can collect and process

performance locally, which eliminates much of the bandwidth-intensive centralized polling that would required otherwise. Both the

frequency of polls over the backbone and the amount of data that is gathered by each poll are reduced significantly.

• Application Programming Interfaces (APIs) reside on the SLM servers which allow the user to access the information that has been

gathered. In some cases, the archive server may also support database software which allows local performance reports to be accessed via

Web browsers.

Cisco SLM Architecture and Implementation

The Cisco Service Level Manager architecture is a layered management architecture that provides the basis for a total end-to-end solution for

service-level management as shown in Figure 9.

Figure 9 The Layered Architecture of the Cisco SLM Solution
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• Intelligent SA agents embedded in Cisco IOS V.12.0 provide the intelligent service agent instrumentation for all Cisco IOS Layer 3 and 4

network devices. SA agent is an enhanced version of the previous Cisco IOS utility, Response Time Reporter (RTR). With SA agent,

information at Layer 4 (Transmission Control Protocol [TCP] and User Datagram Protocol [UDP] port numbers) can be used to focus

measurements on specific network services or applications, such as VoIP, Domain Name System (DNS), Dynamic Host Configuration

Protocol (DHCP), and Hypertext Transfer Protocol (HTTP). Where network services are designated by IP Precedence or DiffServ

Differentiated Services Code Points (DSCPs) at Layer 3, SA agents can gather SLA measurements separately for each distinct service class.

For each of the services or service classes recognized at Layer 3 or 4, an SA agent can monitor the full range of SLA metrics, including:

– Link availability

– Round-trip response time

– Jitter

– Packet loss

• The Cisco Service Level Manager application is a Web-based application that manipulates the SA agent in Cisco IOS to obtain metric data.

The SLM data interfaces are based on XML, which allows partner applications to use SLM to configure the SA agents and to collect Layers

3 and 4 metric data which would otherwise be unavailable. The partner application can then integrate the SLM data in reports that provide

detailed analysis of end-to-end service delivery.

The degree of integration possible between SLM and a partner application is illustrated in Figure 10. In this example, the Visual Networks

InSight Client/Server application assumes the role of an end-to-end SLM application. Chart A in the IP InSight (IPI) screen on the right shows

the times of day that users were experiencing excessive latency in accessing Web-based applications. The data for Chart A is derived from IPI

intelligent agents installed on the client and server systems or from synthetic transactions against real servers. Charts B and C are derived from

latency data drawn via XML from Cisco SLM and Cisco IOS SA agents. Chart B shows the periods when the excessive delay was due to

network congestion (router-router latency) and Chart C shows the periods when the excessive delay was due to Web server overload

(router-Web server latency).

Figure 10 SLM Application Integration via XML

The Cisco Management Engine 1100 series (ME 1100 series) is a network management, archive server appliance that collects and aggregates

data from network devices on the behalf of a variety of network management applications. For example, Cisco SLM can use the ME 1100

series to poll Cisco IOS devices for service-level statistics gathered from standards-based MIBs or SA agents. To initialize data collection, the

Cisco SLM application installs software (referred to as a management service) on the ME 1100 via its set of APIs. The SLM management

service allows Cisco SLM to specify the data it wants the ME 1100 to collect and archive. Cisco SLM can then retrieve the data from the ME

1100 in XML format to generate service-level reports based on the statistics. With its set of published APIs and support for XML data
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formatting, the ME 1100 will be an integral part of the Cisco Management Connection program, allowing the applications of Cisco

Management ecosystem partners to install management services and retrieve requested data via XML. In the SLM arena, an ecosystem partner

application will be able to access Layer 3 and Layer 4 service performance data from Cisco routers and switches either via SLM or directly

from the ME 1100 series appliance.

CiscoWorks2000 Service Management Solution

The Cisco Service Management Solution is based on the CiscoWorks2000 product family and includes the following components:

• CiscoWorks2000 management server

• Cisco SLM XML SDK (for use by ecosystem partners)

• CiscoWorks2000 Resource Manager Essentials V.3.0

• CiscoView V.5.0 (Web browser version of CiscoView)

• Cisco SLM application

• Cisco IOS SA agents (requires Cisco IOS V.12.0(5)T or later installed on routers and Layer 3 switches in the infrastructure)

• Cisco Management Engine 1100 series

Cisco SLM Ecosystem

The Cisco SLM ecosystem (see sidebars) consists of a group of vendors who have agreed to work with Cisco by supporting the XML interfaces

of the Cisco SLM SDK in their own SLM applications. Ecosystem membership includes vendors who embrace the concept of a layered SLM

architecture and whose SLM applications are complementary to the capabilities of Cisco SLM and SA agents.

The SLM ecosystem program is administered as part of the Cisco Management Connection, which means that the Cisco XML SDK is

now included in the Management Connection tool kit. The Cisco Management Connection is an ongoing program for the integration of

network management applications using Internet-based standards and technologies. The initial versions of the tool kit enabled application

developers to make their Web-based applications easily linked to CiscoWorks2000 through a certified registration mechanism. The extension

of the Management Connection program to include the XML SDK is the first step toward facilitating the exchange of data among partner

applications. Each of the third-party application connections using either URLs or XML is tested by an independent lab, resulting in a Cisco

Management Connection certification. The certification testing for XML connections verifies error-free installation, application

interoperability, and availability of full support information for each SLM ecosystem partner application.

The members of the Cisco SLM ecosystem as of June 1, 2000 include:

• American Power Conversion

• Avesta

Ecosystem Partner Service Management–Visual Networks

The Visual Networks IP InSight™ Service Level Management System (SLMS) is a suite of applications that provides end-to-end

performance analysis at the client/server level over dialup or dedicated network paths that span a variety of service components within

service provider and enterprise networks. IP Insight SLMS leverages the IP Insight client software agent to gather actual performance

information directly from the end user’s system. The IP Insight agents measure not only response time and availability, but also gather a

variety of dial-specific statistics, including failed connection attempts, connection speeds, and number of redials. The Visual IP InSight

server aggregates the real-time data from multiple users into a centralized database, which is immediately available to operations, customer

support, management, and marketing via a secure Web interface.

Another Visual Networks application, Visual UpTime, gathers statistics regarding wide-area network (WAN) service utilization and

performance from monitoring agents embedded in DSU/CSUs or passive monitoring devices installed on the Layer 1/Layer2 access

interface to ATM, Frame Relay, leased line, or IP VPN services. A variety of monitoring agents or analysis service elements (ASEs) is

available for 56/64Kb/s, T1/FT1, and DS3 access lines. The Visual UpTime data is gathered and archived in the performance analysis

manager (PAM) server, which stores historical data from multiple ASEs in its industry-standard Structured Query Language (SQL)

database. The platform applicable client (PAC) is the client console that retrieves and graphically presents the network management data.
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• Computer Associates

• Compuware

• Concord Communications

• Desktalk Systems

• Evidian

• Fluke

• Fujitsu

• Hewlett-Packard

• Integrated Research

• Intellops

• NetBrowser Communications

• NextPoint Networks

• Opticom

• Paradyne

• Precise Software

• ProactiveNET

• Response Networks

• Trendium

• Visionael

• Visual Networks
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Pulling it Together

The purpose of this section is to tie together the previous sections of the document and provide some guidance as to how an enterprise might

get started with deploying a managed service. For the purposes of this section, it will be assumed that the new service is a VoIP service.

As can be seen in the customer references, many companies have deployed VoIP services. However, as can also be seen in the sidebars,

to date this has often been done with few, if any, tools to assist with the implementation and ongoing operation. While this is still a possible

way to implement VoIP services, it is fraught with risk. In particular, deploying VoIP services without appropriate tools can result in the

business unit managers complaining of poor-quality voice and the network organization with no ability to accurately determine what is

causing the poor quality.

A more appropriate approach to deploying VoIP technologies is to start with a section of the network (pilot network), such as one or more

branch offices talking to headquarters. As mentioned previously, the local intelligence in the Cisco product suite allows for intelligent

service-level agents that can determine the existing level of service on the pilot network. Table 3 contains a set of metrics that the authors

believe need to be monitored to ensure a high-quality VoIP service.

Table 3

Measuring the existing level of service is an important first step. Assuming that the existing level of service is acceptable, the intelligent agents

can now be used to generate synthetic flows in a way that will provide insight into the level of service that the network will provide once it is

carrying voice traffic. By generating these synthetic flows in advance of deploying VoIP, the network manager can estimate the ability of the

network to support voice traffic and minimize the probability of having VoIP service-quality issues at cutover.

As was mentioned previously, the local intelligence in the Cisco product suite allows for intelligent service-level agents that can be

programmed remotely to accurately monitor and measure on an ongoing basis the key metrics required for providing a high-quality voice

service (Table 3). While it is certainly possible to monitor and measure metrics by deploying probes, the intelligent service-agent approach is

notably more cost-effective. If, as was the case with MSI (see sidebar), a common motivation to deploy VoIP services is cost savings, it would

seem highly appropriate to implement management technology that is cost effective.

Availability

Round-trip Response Time

Jitter

Packet Loss



Public
Copyright  © 2000 Cisco Systems, Inc. All Rights Reserved.

Page 21 of 24

The pilot network needs to be in place long enough for the network organization to become comfortable with its ability to troubleshoot

any problems that would affect the quality of the VoIP service. Once this comfort level has been reached, the network organization can now

roll out the VoIP service to other parts of the organization in somewhat of a cookie-cutter fashion.

Customer References

MSI MSI is a systems integrator that architects, builds, and supports IT solutions designed specifically for the

business-critical requirements of its clients. MSI offerings include e-solutions that transform a business into an

e-business. They also include infrastructure solutions that provide a solid foundation for business processes.

According to Brett Brock, systems engineering manager at MSI, all of MSI’s remote offices need high-quality

Internet access to conduct business. Because of that, one of the key managed services that MSI provides to

employees is Internet access.

In addition to Internet access, about a year and a half ago MSI began to deploy Voice Over solutions (Voice

Over). MSI’s motivation to deploy Voice Over was cost savings. When MSI first started to deploy Voice Over, they

did not have any tools to manage it. Their approach at the time was to simply deploy it and see how well it worked

Brock says he believes the CiscoWorks2000 Service Management Solution (SMS) will help him improve the

quality of MSI’s Internet service as well as its Voice Over service. He has started to use SMS to measure jitter in

the voice service and is optimistic this will allow him to reduce jitter. In particular, Brock plans to use SMS to

identify routes in his Frame Relay network that have unacceptable amounts of jitter. Brock intends to use this hard

data in working with his Frame Relay vendor to solve the problems

Omega Service
Industries, Inc.

Omega Service Industries, Inc. (Omega) was organized in 1989 as a full-service provider of electrical fabrication

and offshore construction services. Since its founding, Omega has experienced steady expansion due to a

combination of diversification and growth.

According to David Langston, regional director for the Integrated Digital Services Group at Omega, the

company is looking to leverage its IT expertise to offer IT services commercially. Langston says the Cisco Service

Management Solution is invaluable in supporting IT—both internally and externally.

In particular, Omega has implemented voice and video over IP running on Omega’s LAN and WAN

infrastructure. Langston intends to use SMS to measure latency on each component of the network in an effort to

continually improve the quality of the voice and video services. He also intends to post these reports on the Web and

give the appropriate Omega personnel access to these reports. Langston is also very excited about using SMS to

monitor the level of service that Omega gets from their Internet service provider (ISP). Langston believes this will

result in better service quality from that ISP.

Omega’s current approach to service management is streamlined. Langston does not believe that his customers will

want to read through more than a few pages of information. Relative to gathering data on how the infrastructure is

performing, Langston is using embedded agents. He says this approach is easy and efficient.

Omega also plans to offer a variety of IT services commercially. They are plan to provide shared tenant

services, Web hosting, and Web-based e-commerce services. Langston does not believe that Omega can be

successful offering commercial IT services without providing data on the services collected from a diverse set of

points. Langston says this is possible using SMS.
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Summary and Recommendations

SLM is a necessary step to bridge the disconnect between business unit managers and the IT organization in general as well as the networking

organization in particular. In addition, after years of being over-hyped, SLM is arriving at one of those unique points at which the two key

criteria for marketplace success are met. The first of those is that the underlying technology to support the new networking functionality must

have a number of attributes. These attributes include:

• Sufficient maturity

• Well-understood reference models or architectures

• Relative ease of use

• Standards-based

• Broad industry support

The second of these criteria is that there must be a strong user requirement for the networking functionality. The authors believe that the user

requirement for SLM is there today and will grow rapidly as the movement to e-business solutions puts more pressure on the IT function to

be able to provide identifiable, quantifiable services to its customer base.

While there is no right or wrong way to implement SLM, the authors strongly recommend an approach that is built on a tiered

architecture. One advantage of an architecture that is layered from a technical perspective is that is corresponds to the multilayered business

model of SLM. Another advantage of the layered architecture is that it provides the IT manager with the flexibility to select best-in-class

management applications for each particular service component utilized in the enterprise infrastructure.

In terms of actual implementation of SLM, the authors recommend that the reader first choose a single service. If the service is new, then

we recommend that the reader follow the process outlined in Section 5 of this paper. In particular, that process was:

1. Choose a section of the network on which to deploy the new service (pilot network)

2. Identify some number of key performance goals for the service, such as jitter

3. Choose a baseline for the existing network relative to those performance goals

4. Generate synthetic flows to simulate carrying the new traffic over the network

5. If the network cannot carry the synthetic flows and still meet those performance goals, the network will need to be redesigned

6. Once the network can successfully support those synthetic flows, the real traffic can transit the network

7. Monitor the network to ensure that it can carry the real traffic

8. After a sufficient time, change the status from pilot network to production network and identify other portions of the network to imitate

the new service

If the service is an existing service, we recommend a simplified process:

1. Identify some number of key performance goals for the service, such as jitter

2. Choose a baseline for the existing network relative to those performance goals

3. If the existing network is not meeting those performance goals, the network will need to be redesigned

4. Monitor the network to ensure that it can carry the real traffic
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